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ABSTRACT

1

Business applications are usually data-intensive. The process of designing and implementing such applications benefits from working
with realistic data to sharpen requirements and discover pitfalls.
However, such data is usually quite extensive and the feedback cycles during programming and design activities can become long and
distracting. As a result, programmers might prefer abstract thinking
and mental simulations over working with concrete, realistic data.
We propose a new approach supporting live programming, with
immediate feedback and explorable runtime data, for the domain of
data-intensive business applications on top of relational databases.
With the integration of streamed access to sampled data, we can
employ productive traits of a live programming environment such
as Squeak/Smalltalk, which is not optimized for the processing of
huge amounts of data and is hence not well-suited for such tasks.
We describe two representative scenarios and also discuss limitations by putting our approach in relation to the current development
of business applications.

Live programming – editing a program while it is running – promises short feedback loops for developers in situations where requirements and constraints are not well-known in advance to development. This exploratory style of programming is well-supported by
various environments for different use cases, such as developing
graphical desktop applications, developing web applications, and
even live music performances [6, 9, 10, 13, 27]. However, for applications working with large data sets, such a live programming
experience is difficult to provide because live programming partly
relies on a sense of immediacy, which is supported by tools for manipulating runtime data and a short timespan between changes to
source code and perceiving changed behavior in the system [21, 26].
Computation on large data sets requires considerable time and thus
delays feedback, as a visible change in the behavior of the system
takes longer to emerge. Further, as data sets are large and often
stored in remote systems, such as relational databases, interactively
exploring or manipulating the data is often cumbersome as, for
example, data has to be loaded from the remote system first and
often requires a manual conversion of data types. Beyond that, most
application development environments are not designed for developers using concrete query results directly to build an application
from it.
For the use case of analyzing large data sets, several systems
have been designed to address this challenge, for example Sintr [3]
or Tempe [4]. Both systems are designed for a scenario in which
developers interact with the system to analyze a given data set.
Large data sets, however, do not only occur in the context of data
analysis but also in the context of common application development.
An example of a business application which is based on computations on large data sets, is the implementation of the dunning
process in companies. The dunning process is similar to an analytical scenario as it requires the aggregation of past billing and
shipping data for all customers [18]. From the perspective of a
user however, the application for viewing overdue customers and
sending out dunning letters is transactional. Thus, even when developing applications such as tools for the dunning process, developers face similar issues regarding response times and manipulation
capabilities for runtime data as they face in the context of data
analysis.
In the end, this also impedes the feedback cycle between customers and developers. A short delay between a modification of
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system, which already covers many of described aspects of live
programming.

source code and a visible change in the behavior of the application
could support participatory design [23], as customers can directly
provide feedback on changes.
Thus, we propose a programming environment which brings the
idea of live programming, with immediate feedback and explorable
runtime data, to the domain of developing data-intensive business
applications on top of relational databases. It provides two tools: an
SQL workspace for creating queries and a table view for viewing
result sets. The tools are build on two key mechanisms: streaming
and sampling. The first provides timely feedback by streaming the
results of long-running queries in order to provide developers with
early feedback even if the final result is not known yet. The second
mechanism enables the immediate exploration and manipulation
of data-sets through providing samples of the underlying data set
instead of the full data set. Thereby, developers can experiment
with the concrete query results without using up resources of the
development environment. Further, the data is provided as first
class objects of the surrounding development environment and can
thus be inspected with the same tools which can be used to inspect
common runtime objects. We have implemented a first prototype
of these tools in Squeak/Smalltalk and used them to create two
exemplary business applications. While one is a generic histogram
tool which can be used for any table, the other is a real-world use
case around the dunning process in companies.
Overall our contributions in this paper are:

2.1

• The design of tools (SQL workspace and table view) and
means (sampling and streaming) for improving feedback
in the development of data-intensive business applications
working with relational databases
• A first prototypical implementation of the tools and mechanisms in Squeak/Smalltalk [9]
• Two exemplary scenarios for developing graphical business applications in which our proposed live programming
environment for data-intensive applications can be beneficial: A tool supporting dunning as a business process, and
a generic histogram for exploring query results

2.2

Liveness and Immediate Feedback

One way to enable this short feedback loop is to enable programmers to directly edit the application while it is running. Thereby,
they can evolve the code directly based on the observed behavior
of the application working on concrete data. In general, the feature
of editing an application while it is running is at the core of live
programming environments.
To bridge the gap between the static representation of the application behavior and its actual dynamic behavior, many live systems
provide quick feedback on changes to the behavior of the system as
a result of a change in the source code [17, 26]. Thereby, they strive
for an experience of enabling the developers “to edit a program
while it is running” [25]. While there are no explicit recommendations on upper bounds of the response time of the system the
system should generally continue execution “without noticeable
interruption according to the updated version of the program” [25].
A noticeable interruption occurs, for example, if a query is send to
a database, and the completion of the query takes several seconds.
Besides that, the context in which the change was applied should
be preserved, for example graphical objects should not be deleted
and re-created but continue to be visible, now behavior according
to their new behavior [7].

The remainder of the paper is structured as follows. In Section 2,
we give a short overview of live programming concepts and systems based on immediate feedback and explorable runtime data. In
section 3 we will briefly outline the mechanisms and their implementations for enabling live programming for application development with large data sets. The workflow for developing graphical
business applications in our environment is described in in Section 4
based on two example scenarios. In Section 5, we compare our
approach to existing environments for business application development before we conclude the paper and give an overview of our
next steps in Section 6.

2

Business Application Development

Short feedback cycles can be beneficial for the development of business applications. While there are standardized product lines for
enterprise resource planning (ERP) systems, many components are
still developed for individual companies and their particular business processes [20]. For the success of an ERP system deployment it
is essential, that the business processes implicit in the ERP system
fit the company’s processes [8]. If an adaptation of the business
processes within the company is not desirable, the ERP system is
customized. To bring the customizations of the ERP system close
to the customer’s processes, developers sometimes work directly at
the location of the customer. Ideally, they also directly involve the
people affected by the process to be implemented [23].
Further, working directly with existing data of the customer’s
ERP system data is crucial for the successful development of these
applications. Using generated test data is often not viable or not
useful as it can not reflect the particularities of actual production
data in an ERP system. For example, if the database structure has
been modified over a long period of time by various parts of the
organization, the structure does often not match the standard structure anymore. Further, the values used in certain fields can have
special meaning in the context of the one organization. For example,
it might be customary for users of a form for entering insurance
claims to enter 99999 in the zip code field, if the zip code is unknown.
Generally speaking, when working directly with customer data
and at the customer’s location, timely feedback in such a scenario
could enable developers to directly get feedback from the customer.
Thereby, they could determine whether the application does fulfill
the requirements and could enable them to directly incorporate the
customer feedback even during discussions.

LIVE PROGRAMMING AND BUSINESS
APPLICATION DEVELOPMENT

Before describing our approach, we first give an overview of the nature of business application development and how it could generally
benefit from a shorter feedback loop. We then introduce the aspects
of immediacy and tangibility of live programming environments
as a possible approach to shortening the feedback loop in business
application development. We also describe the Squeak/Smalltalk
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Liveness and Tangible Objects

SQL Workspace / Table View

In order to support the exploration of the dynamic behavior of
the system further, some environments provide means to inspect,
navigate, and manipulate runtime data [6, 26]. These means make
runtime data tangible, as developers can directly interact with them.
The impression of tangibility can be amplified by providing some
kind of visual representation which can be used to interact with
the object, for example a generic tool which displays the attributes
of an object or a list of objects which can be manipulated through
context menus. In contrast, in systems in which objects are not
tangible, developers might only be able to read values of certain
objects they specified at compile time.
Prior work hints, that making exemplary data accessible in the
development environment can also be beneficial for the co-creation
of software by programmers and non-programmers [11]. Thus, it
could also be beneficial for the context of business application development when business domain experts and programmers develop
software together.
At the same time, the visual representation of runtime objects
does not have to constitute a complete direct manipulation interface
which requires the representation of objects to lend to some degree
to physical metaphors [21]. Arbitrary runtime data might be too
abstract for such a representation to exist.
Overall, through tangible objects developers can interactively
explore the dynamic relationships of objects which result from the
static source code.

2.4

Vivide
Morphic

Histogram / Dunning Tool

Streaming Collections
OS Process Library

Object Serialization

Squeak/Smalltalk System

Figure 1: A diagram illustrating the basic architecture of our
approach. Our contributions are highlighted in orange and
the tools created in the case studies are highlighted in blue.
All four are created using the Vivide tool building framework and use the streaming collection data structure.

3

MEANS FOR LIVE PROGRAMMING OF
BUSINESS APPLICATIONS

We will describe the tools and mechanisms designed for providing a
live programming experience. The tools are based upon the Vivide
tool-building environment [24] which is an essential part of the resulting environment. Figure 1 shows the basic relation between the
mechanisms we propose, the created development and application
tools, and the surrounding libraries and frameworks.

3.1

Tools

The main entry point for developers of data-intensive business
applications in our environment are two tools: the SQL Workspace
and the Table View. To illustrate the difference between their functionality and the functionality provided by the surrounding Vivide
environment we first give a short introduction to Vivide.

Squeak/Smalltalk

Squeak/Smalltalk is a live programming environment which can be
used to build graphical desktop applications. As it is based on the
Smalltalk language, everything in the system is an object, including
the meta-structures of classes and methods [6]. Squeak/Smalltalk
support the hot-swapping of code by replacing the method object
in the method dictionary of the class object. As the compilation
and hot-swapping take place in under 50 ms the application can
continue without a “noticeable interruption” [19].
Also, most of the environment is self-supporting as the development tools, such as the code browser, the debugger, or the inspector
for inspecting the state of objects, are all written in Smalltalk and
are running in the same process [6, 9]. Squeak/Smalltalk makes runtime data tangible to some extent through the object inspector tool
(see Figure 3 for a Smalltalk-style inspector). It allows developers
to inspect and navigate through all objects available in the system.
By executing small scripts on the object, the inspector also allows
for manipulating these objects.
While live programming environments, such as Squeak/Smalltalk, are well-suited for general application development, the liveness can lead to challenges regarding large data-sets. For example,
as Squeak/Smalltalk is self-supporting, development tools and application data share the same resources. Thus, a large data set uses up
memory which is also required by the environment itself. Similarly,
when processing large amounts of data within the environment,
the processing time is not available for the interactive tools and
thus the overall environment might become unresponsive.

3.1.1 The Vivide Environment. Vivide is an extension of the
Squeak/Smalltalk environment which eases the development of
graphical tools by taking a data-driven perspective on them [24].
As a framework, it helps developers to develop graphical tools by
separating the code which prepares the data to be displayed from
the code which deals with the details of graphical components, like
rendering or event handling. As a programming environment, it
changes the workflow, as the objects themselves become central
to user interactions. For example, instead of opening a class browser, the developer opens a set of class objects, optionally filters
and transforms them, and finally selects a graphical component
to display the resulting data set. It also allows the programmer to
combine existing tools by defining a data flow between them, such
as the connection between the input sandbox and the parse result
visualizer.
Scripts and Views. In Vivide, the code which prepares the data
for displaying is represented as a script. The visual component
displaying this data is called a view and can be a list, a tree, or even
a three dimensional visualization of a graph. Typically, one tool
has several scripts which transform domain objects to the target
data set and the corresponding view configurations. A view will
get the resulting view configuration as an input and render the
elements appropriately. For example, if the collection of methods is
rendered as a list, then each method becomes a list item with the
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Figure 2: A screenshot of the SQL workspace on the left and the TableView on the right. The two windows are connected so
that the result data of the SQL query flows from the SQL workspace to the TableView.
method selector as its label. The combination of scripts and a view
is captured in a pane, for example the rule browser combining a
script for extracting rules from a grammar and a list view.

by using it as example input for a Vivide script. Thereby, it is an
entry point to developing a new application.
The concrete database that the query is sent to, can be defined
globally for the environment or locally for a single workspace. As
the workspace is a Vivide pane it provides the query result object
at its outgoing data flow port. Whenever, the query is saved, the
workspace produces a new result object at its outgoing port.

Data-driven Tool Construction. Every pane has an output which is
determined by the view. For example, when a user selects a method
from a list view containing methods, the output of the pane of the
list is the selected method object. This output can be connected to
the input of another pane. For example, a developer could create
a list of classes and connect its output to the input of our pane,
listing the methods of a class. These combinations of panes through
connections can also be grouped together to form single tools.

3.1.3 Table View. The database table view (see Figure 2) displays
query results originating from the SQL workspace. It displays the
result as a table, as it resembles the model behind relational databases. At the same time, each row in the table is an actual object. It
can be dragged out of the list and when dropped on the screen, the
environment opens an object inspector for it (see Figure 3) which
can be used to inspect and manipulate the record. Changes to the
record object are not propagated back to the database (see Section
3.2.3). The table view itself is also a Vivide pane and provides the
currently selected rows at its outgoing port.

3.2

Mechanisms

3.2.1 General Architecture. The goal of our approach is to enable
interactive programming. Hence, we have to keep the user interface
of the programming environment responsive even when developers
create long-running queries. Therefore, we generally separate the
graphical user interface from the processing of queries. To implement this, we create a new operating-system-level process of the
virtual machine and let this second process handle the communication with the database and the conversion of objects. Thereby,
our graphical development environment is not affected by the processing and memory demands of the database communication. To
get the query results, we create a proxy object in the development
environment which represents the results of the query. This proxy
regularly polls the remote process to fetch successfully processed
data. Also, the proxy provides a collection interface which allows
developers to use it like a common Smalltalk collection.

Figure 3: A Vivide object inspector showing the contents of
a data record. The input field below the list allows for the
execution of scripts on the object.
3.1.2 SQL Workspace. The SQL workspace (see Figure 2) can be
used to edit SQL queries and send them to a database. Developers
can edit the query and on hitting the saving keyboard shortcut the
query is send off to the database. The workspace produces a query
result object. This object can directly be used to create new tools

3.2.2 Sampling for Making Large Data Sets Tangible. A major
issue for working interactively with large data-sets is their size. It
is often not possible to get an exact understanding of the whole
data set. Further, exploring a large data set through scripting in
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sends, the DYDictionary class overrides the doesNotUnderstand:
callback which is called whenever a message was not understood.
The callback then checks the message name and if it matches a
key in the dictionary returns the value. The complete conversion
is executed in the database communication process in order to not
use up resources of the interactive environment process.

the development environment is infeasible due to resulting long
processing times. If the data is stored in a database, the problem
is worsened as developers can only start working with the data
after the transmission of the result set. We propose to mitigate
this issue by developing applications by only using samples of
the data. The basic idea of this mechanism is that developers only
work with samples of the original query result in the development
environment. These samples should ideally contain a much smaller
but nevertheless representative sample of the result. This sample
can then be used to inspect the data and to develop the application.
Further, to still provide insights on the overall structure of the
data set, the object representing the query result also provides
methods to access value distributions of the single columns of the
result and the overall result count.

3.2.4 Streaming into Collections for Providing Immediate Feedback. Returning only a subset of the overall query results shortens
the time between sending a query and getting first results. However,
when the query requires a lot of computation per result record, even
fetching the limited sample might take a long time and thereby
inhibit the sense of liveness in the system. Thus, our environment
streams all data which is retrieved from the database in the way
Sintr and Tempe demonstrated [3, 4]. This includes, overall query
results, samples, as well as information on the distribution of values
in columns. The focus is on reducing response times for individual
queries. Thus, the streaming stops as soon as the entire information
was retrieved. In particular, it does not update the query result
when the database changes.
As query results should be tangible, the streaming is hidden from
the application developer. The environment provides a collection
interface on the query result, as mentioned before, and the collection
content is continuously updated in the background. To deal with
these changes in the content of the collection, the result collection
additionally provides an observer mechanism which notifies clients
whenever the collection changed.

Implementation. The sampling mechanism can be implemented
either as part of the SQL query or in the environment itself. When
implementing it by extending the original database query, one
would wrap the SQL query in another query which only returns
a subset using the LIMIT operator or the SELECT TOP clause. This
approach will, however, only return the first results of the query
and not a real random sample. Alternatively, the sampling could be
implemented by sorting the query results using a random number
and limiting the resulting results. This approach suffers from the
constraint, that the complete query result has to be computed first
to provide an ordering which can then be used to return the sample.
Further, even the random ordering approach does not provide a
representative sampling. However, even a stored procedure which
produces representative samples would require a complete query
result. A heuristic approach would be needed to provide both, short
query execution time and representative results.
As our design favors quick feedback on query results, we have
implemented the simple case of limiting the query results. Also, the
query result object provides methods to get the value distribution
of any field so developers can get an impression of the actual values
which could occur.

Implementation. As described before the retrieval and conversion
of data from the database happens in a separate process. Such a
process is started for each query and for each request for the value
distribution of a column. After retrieving and converting the data,
these processes write the result objects onto a ReferenceStream
which converts the objects into a transmission format. This data
is then written to an operating system pipe. In the development
environment a periodic callback is executed which reads the other
end of the pipe through a ReferenceStream and adds them to the
corresponding result collection.
The collection integrates with the Vivide notification system.
Whenever, the collection has been updated the collection sends
out an event. Tools can register for this event from that particular
collection.

3.2.3 Making Query Results Tangible. Squeak/Smalltalk provides tools for inspecting and manipulating runtime objects. At the
same time, when working with database data, the data is often only
available as numbers or strings. To be able to use the tool set with
query results, we return the result records as objects. Therefore, we
first map primitive values to actual Smalltalk objects, for example
values representing a Date to Date objects. We then create an object
which has getter methods for all fields of the record and fill the
object with the fields of the record. Generating generic setter methods is not trivial, as the query could have generated a projection
which makes it impossible to map a field in the result to a field in a
database table.

4

BUILDING DATA-INTENSIVE
APPLICATIONS IN A LIVE ENVIRONMENT

Our environment can be used to develop business applications and
data analysis tools. We demonstrate both use cases. First, we show
how to incrementally build a graphical tool supporting the dunning
process based upon a real-world business use case. Second, we
demonstrate that the same mechanisms can also be used to build
general data analysis tools, such as a histogram.

Implementation. The conversion of data values to corresponding
Smalltalk objects is partially done by the database access library.
However, for example in the dunning scenario (see Section 4), the
data is mostly stored in strings. To still obtain objects, we have
implemented simple heuristics which infer the type of the field
from the syntax of the string representing it. After the values are
all converted, they are stored in a DYDictionary, which maps the
fields names to its values. To enable access to the fields via message

4.1

Building a Dunning Application

The dunning process is an important financial process in ERP systems. The analytical part determines the set of customers with
open debit. Some ERP systems allow for automatic sending of dunning notices [5]. In our scenario, we will develop a graphical tool
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(a) First version of dunning tool

(b) Adding the deficit of each customer

Figure 4: Screenshots of four versions of the dunning tool each showing the tool on the left and the corresponding script editor
on the right. All four steps use the same SQL query result object.
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(c) Sorting the list of customers by increasing balance

(d) Adding a button for sending out an email

Figure 4: Screenshots of four versions of the dunning tool each showing the tool on the left and the corresponding script editor
on the right. All four steps use the same SQL query result object.
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which allows users to manually determine which customers to send
notices to. The example data we use is based on actual SAP ERP
database tables. All columns contain the values encoded as strings.
The example data is generated but adheres to the actual domains
of the columns.
The dunning process is a data-intensive business process, as it involves collecting all invoices and payments from each customer and
summing them up against each other. Only then can the overdue
customers be selected [18].1

[:row | {
#text -> ('Send Dunning Mail to: ' ,
row NAME1 , ' ' , row NAME2).
#clicked -> [[
"... Send out notice ..."
row DUNND: true]]
}]
At this point, we can select a customer from the list and send a
dunning notice to the customer by clicking the button. To update
the list of customers to be inspected we have to notify the list of
customers that there has been a change. Therefore, we set the list
script to listen for the #dunningListChanged event which we send
out on clicking the notice button:

4.1.1 Creating the List of Debitors. Given that we already have
an SQL query to determine the list of debitors, we can begin developing the tool by executing the dunning query in the SQL workspace
(the SQL workspace in Figure 2 shows the query). As a result, we
get a SQL result object which contains a sample of the query results
which is already updating in the background. We now open a new
Vivide pane and connect the outgoing port of the SQL workspace
to the ingoing port of the empty pane and open the script editor.
In the new script for the pane, we add one script to get the sample
results from the query result object:

...
#clicked -> [[
"... Send out notice ..."
row DUNND: true.
ViEventNotifier
trigger: #dunningListChanged]]
...

[:row | sqlResultStream queryResults]

4.1.3 Wrapping up the Tool. We have developed the tool based
on the query result object originating from the SQL workspace. To
make the tool self-contained, we have to make it independent from
this initial input. The query result object provides a method to reexecute the underlying query and be filled anew with the new query
results. To expose this functionality to the user, we create another
button. It receives the complete collection of database records from
the customer list, picks any, determines the source result object, and
calls refresh on it. At this point, the dunning tool is self-contained
and does not require the original SQL workspace anymore.

We then add another script which creates a text property for
each row in the result which states that the text of a list item should
be the full name of the customer (see Figure 4a):
[:row | { #text
-> (row NAME1 , ' ' , row NAME2) }]
Based on this initial view of the dunning tool we can now iterate
the tool until it includes all relevant information: customer name,
customer id, and balance (see Figure 4b). To make it easier to spot
the customer with the most debit, we also sort the list increasingly
according to their deficit, which brings the customers with the
highest debt on top (see Figure 4c):

4.2

Building a Histogram

Histograms can be used to get an overview of the value distribution
of large query results. The histogram tool illustrates how the same
tool building techniques used for creating a business application
can also be used for creating a more generic tool. The tool is based
upon the capability of the query result object to return the count
of distinct values per column.
The histogram (see Figure 5) consists of three parts: a list of field
names, a bar chart, and a display of the number of rows used for
the bar chart. The tool accepts a query result object as its input.
The bars of the chart are colored in orange as long as the histogram
is based on a sample of the data. In the background the aggregation
keeps running and the bar chart regularly updates to provide the
user with incremental feedback. When the histogram is showing
the complete value distribution, the bars turn green (see Figure 5b).
The histogram tool first passes the incoming query result object
to the list of field names which takes the first record from the result
object and displays its field names:

[:row | row DEFICIT: row CREDIT - row DEBIT]
[:rows | rows sorted:
[:a :b | a DEFICIT < b DEFICIT]]
4.1.2 Sending out Dunning Notices. The list should also contain
a way to interactively send out dunning notices. Therefore, we want
to add a button for sending out a dunning email. As a first step, we
create a new script, which we then add to the existing dunning list
pane. Thereby, the list pane becomes a multi pane, which is a pane
of panes. In there we connect the outgoing port of the dunning list
with the ingoing port of the new empty script. Thereby, the new
script receives the selection in the dunning list as its input and we
have an example with which we can develop the button to send of
dunning notices.
In order to display buttons, we have to change the view of the
pane from a standard list view, to a ViPluggableButtonBarMorph.
We can then define the appearance and the functionality of the
button (see Figure 4d). For this demonstration we have left out the
details of sending dunning notices:

[in first getSamples
ifEmpty: [#()]
ifNotEmptyDo: [:samples | samples first]]
value in: [:result |
out addAll: result asList

1 See

the screencast at https://vimeo.com/202395765 to get an impression of the the
interactive nature of the tool building process (In case any source code in the screencast
differs from the described code, the described version is the current one).

[out addAll:
([:records | (records
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(a)

(b)

Figure 5: Screenshots of the histogram tool developed in the environment. It streams results and incrementally improves
the counts of single buckets. When the histogram displays the complete distribution it turns green. In this case the initial
histogram (a) is already very close to the complete version (b).
ifEmpty: [#()]
ifNotEmptyDo: [:theRecords |
theRecords first keys
collect: [:k | k asSymbol]])
sorted]

So far, the histogram would only display the bar chart once
on selecting a field in the list of field names. To make use of the
streaming of results, the script also has to sign up for the events
generated by the query result object similar to the way done in the
dunning tool.

[:symbol |
{ #text -> symbol asString }]

4.3

The pane on the right displays its data as a bar chart and accepts
two inputs: the query result and the selected field name from the list
of field names. The script of the bar chart, asks the query result for
the distribution of values for the selected field name. The resulting
DYHistogram object is then asked for a number of buckets, in our
case 5.

Discussion

The proposed tools and mechanisms target the exploratory phase
of business application development. While the developed applications can also be used in production settings, the resulting deliverable
would have to be adapted to fit into the overall development processes of business applications. For example, the application might
have to undergo a security audit or be adjusted to fit the user interface style guide of the overall system. Further, the environment
currently supports cheap tool adaptation which might not be desirable in a business application scenario. Consequently, it might
be required to lock the final version of a tool for deployment. This
could easily be added to our approach.
The short feedback cycle in the environment is made possible
by the two mechanisms of sampling and streaming. While they
support a shorter feedback loop between developers and customers, they can also deceive developers regarding the correctness
of the program or its responsiveness. We have implemented the
sampling mechanism to return records as fast as possible. As a
result, the sample is not representative, as this would require waiting for the complete query to finish. Such a sample could lead
developers to make biased assumptions about the nature of the
data, for example regarding corner cases, or the general domain of
a field of a result. Further, they might also be mislead regarding the
overall size of the result set. This trade-off could be mitigated by
using database-provided sampling procedures which are provided
by some databases. Similarly, the streaming mechanism is designed
to mask the complete query execution duration. Thus, developers
might underestimate the query execution time which will occur
when the tool is waiting for the complete query result. This might
however, not be relevant to all applications but only those which

[:results :fieldName |
| buckets|
buckets :=
(results getDistributionFor: fieldName)
bucketsForResolution: 5.
{ buckets .
results getResultCount .
(buckets collect: [:b | b count]) sum
} asTuples ]
The resulting tuples consist of one bucket, the overall result
count, and the sum of all elements currently in the buckets. These
tuples are then mapped to view configurations for the single bars
in the bar chart.
[:bucket :resultSum :bucketSum | {
#value -> bucket count .
#balloonText -> bucket count asString.
#color -> (resultSum = bucketSum
ifTrue: [Color green paler]
ifFalse: [Color orange darker paler]) .
#text -> bucket bucketLabel}]
The panel displaying the current number of records used for calculating the histogram gets the result object as its input. It directly
displays the sum of the count of records of all buckets.

9

PX/17, April 03, 2017, Brussels, Belgium

Patrick Rein, Marcel Taeumel, Robert Hirschfeld, and Michael Perscheid

require the whole query to complete before the displayed data
becomes useful.

5

have difficulties to process all the data available, our strategy of
sampling and streaming could represent a productive trade-off.
Future Work. As the current implementation of the environment
is only prototypical numerous challenges remain.
The current implementation of the mechanisms is limited as it
only supports one initial query. Ideally, any subsequent collection
protocol calls (for example filtering or mapping) should not be executed on the query result in the database. If the collection protocol
execution requires features of the host language, then it should at
least run in the remote process. Therefore, the Smalltalk collection
protocol would require a back end similar to the LINQ implementation [14]. Further, some queries only produce a result on completion,
for example the computation of an average. To provide fast feedback on such queries, any streaming mechanism must be able to
return intermediate results.
Further, the mechanisms for exploring production data could be
improved. While distributions already help with finding outliers,
better tools are needed to identify outliers which only occur seldom.
For example, the first name field of a table storing information on
persons might contain variations of the string unknown to represent
an unknown first name. These might not be obvious from the sample
or a histogram.
Besides these technical challenges, it might be worthwhile researching ways to make the proposed means accessible to nonprofessional programmers. Processes which have previously been
manually implemented by copying data from the database to spreadsheets might be implemented by users themselves. One first step
would be to make the language for creating view configurations
more accessible by making it more task-specific and closer to the
vocabulary of business application users [16].

RELATED WORK

The mechanism of streaming is implemented in a variety of languages and environments. For example, Orc [12] is a language
whose abstractions are primarily build around streams. Similarly,
environments such as ActiveSheets [28] enable non-professional
programmers to work with streams of data in an interactive fashion.
In contrast, the streaming mechanism used in our environment is
only used to update a materialized collection of the stream results.
The clients of this collection are notified trough an event system.
Tools such as Tempe [4] or Sintr [3] use similar mechanisms but
target data analysis as the central use case. Tempe allows users to
analyze different data sets in an interactive manner. It is based on
LINQ [14] to query tables or streams of data and, as a result, can
provide continuously updated visualizations of incoming data in
streams. Sintr is designed for creating map-reduce programs for
massive data sets. It uses streaming to provide developers with
incremental feedback on the results. The mechanisms used in our
approach are inspired by these systems and adapted to the context
of application development.
End-user programming environments such as Excel [15] or DabbleDB [22] allow for the construction of applications based on relational data. Both support the processing of large data-sets to some
extent but are also not designed as general application development
environments. Gneiss [2] takes the spreadsheet approach further
by also enabling streaming of external data and by continuously
visualizing the information stored in the spreadsheets.
Other approaches start of from the static representation of the
program behavior and enrich the development experience with
exemplary data in an approach called “Programming with Examples” [11]. The approach tries to improve on the programming
experience by integrating application-specific examples and tools
into the development environment.
The ABAP workbench [1] development environment is designed
for developing business application on top of relational databases.
The development environment is a view on the code objects stored in the database of the ERP system. As a result of this direct
integration of the development tools and the database, developers
can access, inspect, and manipulate database data easily. However,
regarding modifications of the application, ABAP is not specifically
designed for short feedback cycles.

6
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